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The Gaussian process is a useful prior on functions for Bayesian regression and classification.
Density estimation with a Gaussian process prior has been difficult, however, due to the require-
ments that densities be nonnegative and integrate to unity. The statistics community has explored
the use of a logistic Gaussian process for density estimation, relying on various methods of approx-
imating the normalization constant (e.g. [1, 4]).

We propose the Gaussian Process Density Sampler (GPDS), a nonparametric, practical and
consistent method of constructing a Markov chain on the properties of a posterior distribution on
an unknown density, without approximation. The GPDS is composed of four parts. The first part
is a GP-based prior on density functions. We develop an exchangeable procedure for generating
exact samples in data space from a common density drawn from this prior. Second, we show
that this prior allows practical inference of specific values of the unnormalized density, using the
recently-developed technique of exchange sampling [3]. Third, we extend this MCMC algorithm
to draw samples from the predictive distribution on data space that arises when the posterior on
density functions is integrated out. This is our primary result. Finally, we demonstrate a sampling
procedure for inference of the Gaussian process hyperparameters.

The Prior on Density Functions We define a prior distribution on densities over a space X
via a Gaussian process prior over functions g(x) : X → R so that each g corresponds to a density
f via

f(x) =
1
Zω[g]

Φ(g(x)) ω(x)

where x ∈ X , ω(x) is an arbitrary probability measure on X , Φ(·) is any strictly increasing bounded
nonnegative function and Zw[g] is the (generally intractable) normalization constant.

We generate exact and exchangeable data samples from a common density drawn from this
prior by a rejection sampling procedure that “discovers” the sample of g as it proceeds. A proposal
in data space x̂ is drawn from ω(x) and a corresponding value of g(x̂) is drawn from the Gaussian
process prior, conditioned on all previous proposals. The proposal is then accepted or rejected based
on comparison between Φ(g(x̂) and a uniform draw between zero and the upper bound provided
by Φ.

Predictive Samples One of the reasons for the ubiquity of the Metropolis–Hastings algorithm is
that it avoids evaluation of the evidence integral in Bayesian posterior distributions: the probability
of the data when the parameters are integrated out. Some probabilistic models, however, also
involve difficult integrals to evaluate the likelihood function as well. Such distributions are called
doubly-intractable, and energy-based models such as the Ising and Potts models provide common
examples. In these models, determining the acceptance ratio of a Metropolis step involves an
intractable ratio of normalization constants.
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When exact samples can be generated in data space, however, it is possible to construct a
Metropolis algorithm that has both a tractable acceptance ratio and the desired equilibrium distri-
bution [2, 3]. In the GPDS we show that it is possible to use this formulation to construct a Markov
chain on a finite set of values of g such that the values correspond to the posterior distribution on
density functions, without approximation of the normalization constant Zω[g].

While the values of g are useful for evaluating the ratio of two density values in data space,
the larger utility of this construction is that we may use the generative procedure described above
to sample exactly from the predictive distribution. In other words, we may augment the Markov
chain to also generate fantasies of the next datum we are likely to see, having already observed N
data. Additionally, if we choose ω in such a way that conditional proposals can be easily made, we
can fantasize samples from conditional predictive distributions, which are often useful in machine
learning.

Hyperparameter Selection One of the difficult tasks in traditional kernel density estimation
is selection of an appropriate bandwidth parameter. In the GPDS, this corresponds roughly to
selection of the Gaussian process hyperparameters. By augmenting the Markov chain to include the
hyperparameters we can integrate out these values and include the uncertainty of the “bandwidth”
into the predictive estimates. We use a Gibbs-like procedure of making hyperparameter proposals
with fixed settings for the finite representation of g.

Discussion Computationally, the GPDS has similar scaling properties to hyperparameter infer-
ence in Gaussian process regression: O(N3) per step where N is the number of data. The rejection
rate adds an additional constant factor that may be significant in practice.
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